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Abstract

Planning under uncertainty in continuous domains is essential for autonomous
systems, yet computationally demanding. Tree-based search methods such as
Monte Carlo Tree Search (MCTS) remain popular, but their branching structure
can require sampling budgets that grow exponentially with lookahead depth in
the worst case. From a tree perspective, continuous state or action spaces become
especially challenging, since the planner must decide where to search in an infinite
branching hierarchy. We propose Graph Sparse Sampling (GSS), an online planning
algorithm that shares sampled futures across many candidate decisions, rather than
sampling separate successors for each candidate action. This branch-free graph
exposes large GPU-friendly batches, while using heuristics to focus computation.
We prove finite-sample performance guarantees for GSS covering full-rank or
low-rank generative simulators via smoothed backups, and discrete or sampled
continuous action spaces. Under suitable overlap, regularity, and action-coverage
conditions, these bounds have polynomial dependence on the planning horizon,
formalizing when shared futures can avoid the exponential horizon dependence
of tree-shaped sparse sampling. We demonstrate continuous-control simulations
where GSS substantially outperforms tree-based planners on long horizons or
achieves near-optimal performance, supporting no-branching graph planning as a
complementary design principle for online control.

1 Introduction

Planning under uncertainty is a fundamental problem in artificial intelligence, and continuous
Markov Decision Processes (MDPs) model many physical systems. For discrete MDPs, exact policy
computation is computationally constrained: finite-horizon, discounted, and average-cost variants are
polynomial-time solvable but P-complete [Papadimitriou and Tsitsiklis| [1987]. Continuous MDPs
add a difficulty, since neither the state space nor the action space can be enumerated directly. Sparse
Sampling [[Kearns et al., |2002] addresses large state spaces by using only a generative model to
sample a sparse set of successor states at each state-action pair, yielding online planning bounds
independent of the state dimension. However, these are exponential in the effective planning horizon,
and worst-case tight when only a black-box simulator is available [Kearns et al.,[2002].

Most practical continuous MDP planners build a search tree, and adapt how the tree is widened or how
actions are selected. Double Progressive Widening (DPW) [Coué&toux et al., 2011] limits the number
of state and action children in continuous Monte Carlo Tree Search; KR-UCT [Yee et al., 2016
shares value estimates between nearby continuous actions; Voronoi Optimistic Optimization (VOO)
and VOOT [Kim et al., [2020] use Voronoi-based black-box optimization inside tree search; and
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VG-UCT [Lee et al., 2020] refines sampled actions using value gradients. Other non-tree approaches
include Model Predictive Path Integral control (MPPI) [Williams et al., 2017], which optimizes
sampled open-loop trajectories with importance-weighted path costs, and stochastic mesh method
(SMM) [Broadie et al.,|2004]] and weighted stochastic mesh (WSM) [Belomestny et al., 2020, [2025]],
which reuse sampled states in problems such as high-dimensional option pricing and general Markov
decision processes. These methods provide important ways to cope with continuous domains, but
they either retain a tree-shaped planning object, optimize trajectories rather than shared Bellman
layers, or are not designed around fixed-shape batched online control on GPUs.

We propose Graph Sparse Sampling (GSS), an online planner that replaces separate sampled subtrees
with shared successor layers. Rather than drawing a different successor set for every state-action
pair, GSS samples a common next-state layer and evaluates many candidate decisions against it. We
design GSS to trade per-sample adaptivity for sampling throughput, so that GSS can scale to far larger
sampling budgets in continuous MDPs. Our theoretical results formalize this intuition by showing
that under suitable conditions, GSS can achieve polynomial error sample complexity in the planning
horizon, while our experiments show it is effective in practice, reaching far higher sample counts
than MCTS-based planners.

1.1 Main Contributions

Algorithmic contribution. We present Graph Sparse Sampling (GSS), a novel planning algorithm
for continuous MDPs designed around state sample reuse in predictable shape operations. GSS is
built for parallel processing on modern GPUs, and incorporates action and state sampling heuristics
that focus budgets on more promising regions of the state and action spaces.

Theoretical contribution. We provide a general derivation of finite-time, high-probability guarantees
of action-value estimates that hold jointly for the entire sampled planning graph. Under density-ratio
overlap, backup-stability, and action-coverage conditions, comparable to those of previous results,
these guarantees depend polynomially on the planning horizon. Furthermore, we show extensions of
the bounds to continuous action spaces, and to low-rank transition models of black-box simulators,
under suitable conditions.

Empirical contribution. We demonstrate GSS in three continuous-control benchmarks. We compare
it to tree-based planners in similar or extended time budgets, and to closed-loop analytic baselines.
GSS is competitive with or improves over tree-based planners in the tested regimes, often at smaller
measured planning times, and scales to larger batched sample counts. Furthermore, we show that
GSS scales to high-dimensional and long-horizon settings in a physical simulation.

1.2 Related Work

Tree-based online planning with guarantees. Sparse Sampling [Kearns et al.,2002]] and UCT [Koc+
sis and Szepesvari, [2000] are classical tree-based baselines with finite-sample or asymptotic guaran-
tees in discrete-action MDPs. Continuous-domain tree planners add mechanisms for action and state
expansion, including DPW [Couétoux et al., 2011} |Auger et al., [2013|], kernel regression [ Yee et al.,
2016]], Voronoi optimization [Kim et al.l[2020, Lim et al.}|2021]], and value gradients [Lee et al., [2020].
Non-asymptotic theory for MCTS has been developed for finite or discrete-action settings [Shah
et al.,[2022,  Barenboim and Indelman), |2026]], and in continuous domains, for tree-based optimistic
partitioning methods [Mao et al., 2020]. These methods remain tree-shaped and do not analyze shared
successor layers or SNIS-style graph backups.

Graph-based online planning and sample reuse. [Leurent and Maillard! [2020] consider Monte
Carlo Graph Search (MCGS), but in discrete MDPs, for repeating state samples. Kujanpii et al.
[2024] considered a graph-based planner for continuous MDPs, but without formal guarantees.
Lev-Yehudi et al.| [2025]] make reuse of state sample values via IS in a tree setting. Stochastic Mesh
Method (SMM) [Broadie et al., [2004] and Weighted Stochastic Mesh (WSM) [Belomestny et al.,
2020, [2025] are the closest methods to GSS in the literature, and Belomestny et al.|[2025] prove finite-
time bounds for WSM with polynomial dependence on the horizon. SMM targets optimal stopping
problems, whose decisions are binary, and WSM assumes discrete or discretized action spaces with
computable transition densities, so neither method directly applies to the continuous-action, low-rank,
or deterministic-transition domains we test in Section[5} Its compact-state tractability result relies on
global density lower/upper bounds and regularity assumptions, whereas our SNIS analysis is stated in
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Figure 1: GSS builds a layered planning graph from the root state sg. Sampled states are shown as
circles and actions as rectangles. In the forward pass, we draw candidate actions for each state using
the (1) action proposal; the next shared state layer is then drawn by the (2) state proposal. At depth
T, nodes are evaluated by a (3) . The backward pass applies the (4) graph backup to each
node-action pair, backpropagating the best action-value estimates at each node.

proposal-overlap terms through Rényi divergences, which can be considered as more general or not
directly comparable. Furthermore, we incorporate search heuristics for action and state sampling,
steering the algorithm towards closed-loop online planning on GPU hardware.

2 Background

Markov Decision Process (MDP): we consider MDPs in the form (S, A, p, 7,7y, L). S CR", A4 C
R™ are the state and action spaces. We use primes for next-step variables: the transition density
pi(s'|s,a) describes the next state after taking action ¢ € A at state s € S at time ¢. We use
the shorthand s’ ~ p;(- | s,a) to mean that s’ is sampled from the distribution with this density,
and use the same convention for other densities. The reward function r4(s,a,s’) € R satisfies
|ri(s,a,s")] < Rmax, gives the immediate reward of transitioning from state s to s’ by taking
action a at time ¢, and the expected reward is 74(s,a) = Eg p,(.|s,a)[1¢(s,a,8")]. v € (0,1] is the
discount factor. The MDP starts at time 0 and terminates after L € N U {oco} steps, so time indices
satisfy 0 < ¢ < L, and if L = oo then we assume v < 1. We consider (possibly time-dependent)
deterministic policies m = (7¢)ten, i.e. T : S — A, yet we note that our theoretical results can
generalize to stochastic policies as well. The value function of a policy 7 at time ¢ is V;"(s;) =
B[S0 v ri(si, mi(s:), si41) | se], where E[- | s¢] is taken over siy1 ~ pi(- | 85, mi(s:))
for ¢ > t, and we use m:n to denote the range m,...,n € Z. For any mapping U : § — R,
define the single-sample Bellman target GV (s, a, ') £ r,(s,a,s') +~yU(s'). We define the action-
value function as Q7 (s,a) £ Egp,([s,a) [Gz/“rl (s,a,s")]. The optimal value and action-value
functions are V;*(s) £ sup,. V" (s) and Q; (s,a) = Egp,([s,a) [G,Y‘+1 (s,a,s")] respectively, and

we denote G (s, a,s') 2 G, (s,a,s'). We write Argmax, (s) 2 arg max,c 4 Qf (s, a) for the
exact optimal-action set. Our planning goal is to return a near-optimal root action at sg.
Importance Sampling (IS): IS [Kloek and Van Dijkl |1978]] is a technique in Monte Carlo (MC)
estimation where a proposal distribution ¢ is used to generate samples. We use (] for empirical
estimators and reserve [J for approximate theoretical quantities. The IS estimator for g(z) =
Eonplf ()] is gg1s = N1 p2(2%) f(a), for importance ratios p2 () £ p(z)/q(@). gg1s is
unbiased if ¢(z) = 0 implies p(x) = 0. Often, the self-normalized IS (SNIS) estimator is formulated
when we only have access to an unnormalized version of p, or for variance reduction purposes, and is
given by jysnis = (X0, ph(xt)) ! >N pP(z*) f(x"). While biased, under weak assumptions it
is consistent [Owen, 2013} 9.2].

Monte Carlo Tree Search (MCTS): MCTS is an algorithm used to quickly explore large state
spaces [Browne et al.,[2012]. It iteratively repeats four steps to build a search tree that approximates
the action-values, using a best-first strategy. Often UCT [Kocsis and Szepesvaril 2000] is used to
balance between exploration of new actions and exploitation of promising ones. Double Progressive



Algorithm 1 Graph Sparse Sampling

1: Set s} < sp and Sy < {s}}.

2: procedure EVALUATELAYER(%, S;)

3 ift =T, set Vi (s},) forall j € 1:C and return
Foralli € 1:Cy, draw a5 ~ ¢o(- | s1), set Ay + User.c, {al 5}
Fit ¢; < FitProposal, (t So:t, Ap:¢) on all available information
Draw siﬁt“ ~ g5 and set Sjy1 + {s,. Ct“}

EVALUATELAYER(t + 1, S¢41)

Foralli € 1:C; and k € 1:Ky, set Q0% « By (si, al’™; Sppr, V5T, )

Forall i € 1:Cy, set th < MaXpel:K, Q;k

R

10:  ift = 0return ay™ for kg € arg max;,c;.x, Qo
11: end procedure
12: return EVALUATELAYER(0, Sp).

Widening (DPW) [[Couétoux et al., |2011]] is a technique to limit the branching factor from being
infinite in continuous settings. The number of children of a node is artificially limited to kN for N
visitations, for fixed ¥ > 0 and 0 < o < 1. VOO samples continuous actions by implicitly using
Voronoi cells around evaluated actions to balance local and global search [Kim et al.| 2020]. VPW
uses VOO when progressive widening adds new actions, extending it to stochastic tree search in
continuous or hybrid domains [Lim et al., [2021].

3 Graph Sparse Sampling (GSS)

3.1 Layered Sparse Graph Structure

GSS is a finite-lookahead planner from a root state so € S, attempting to estimate 7 (sg). GSS
operates by drawing a known number of state and action samples from time O until its terminal depth
T < L. We design GSS around decoupling successor-state sampling from action-value estimation,
separated into forward pass and backward pass procedures respectively. This decoupling allows GSS
to achieve large, regular batches of operations that can be parallelized efficiently on modern GPUs.
Algorithm|[I]shows pseudocode for GSS, in which each line is a batched operation.

Forward pass. The forward pass alternates between action sampling and state sampling. Starting
from the initial state so, let Cy.r € NT*! be the state layer widths, denoting the i’th state layer as
S = {s1 C*} Each state node s; has an action-sampling budget of K; candidate actions, resulting in
a total of Cy K; candidate actions at depth ¢.

For action sampling, GSS uses an action proposal density over A, denoted by ¢{'(- | s), in each

1: K, 1. 1 d. i . :
i1 qi(- | st). For state sampling, a state proposal routine chooses a

density ¢f + FltT’loposal (t,So:t, Ap:t) on S, and GSS samples stﬁ‘“ L q;. We denote the

sets A} L {aPP R Ay A Uiero, Al and S = {55t} At the terminal layer, GSS initializes
Vi & (ST) for j € 1:Cr. The components ¢f', FitProposal, and may be

tuned to incorporate domain heuristics, including rollout-based or learned heuristics.

state s! to draw a;’

Backward pass. The backward pass proceeds from ¢ = 7" — 1 down to ¢ = 0, alternating between
a graph backup and a max-reduction at each 1ayer Graph backup sets the action-value estimates

for each i € 1:C; and k € 1:K; v1am 2 B,(st,ai* 841,V t+1 *1.¢7) € R, given the next
state layer Sy 1, its value estimates thﬂ , and the state proposal density g;. The node value
estimate is the maximum over sampled actions, i.e. Vz £ maxrei:K, Q;k At the root, the

returned action is ao’ ko where ko € arg MaXye1.k, QO , which is then executed by the online

planner before the next plannmg episode. We denote the short-hand Bellman target estimates,
~Niyk,j A i,k J
s and glve example backups:
'While we could backup Qt overa sparse subset E}’ C St+1 to reduce the time complexity below O(Cy - At - Cy41),
we find that the dense assignment E;’ k= = St+1 is both simpler in theory and runs faster for simple GPU implementations.
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transition densities are available, the SNIS backup (I.A)) is a convenient choice for GSS. As we show

in Sectionf4] it allows to derive finite-time performance guarantees with a polynomial error sample
complexity in the horizon in Corollary [4.3] and it is the basis of the backups in our experiments.
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When importance weights are unavailable or impractical to use online, one can use simulator draws

in several ways. KDE approximation (TB) [Wand and Jones, 1994] draws f:’ll:M ~ (-] st al®)
NN s ik
and forms p; h( s) & M1 Z/ 1 Kn(s — 2y{): in (LB), wy O pi h(3t+1)/qt (St+1) are the

resulting SNIS welghts Nearest-neighbor approximations @ avoid densny estimation completely
by drawing § st+1 ~ pe(- | si,a"*) and setting jxx € argmin;eq.c,, | d(stfl, St+1) In general, any
learned approximation may be used as in (I.D), conditioning the action-value estimates with offline
and online available data D;.

3.2 Smoothed SNIS Graph Backups for Low-Rank Generative Simulators

In many continuous simulators, the transition model is only given by the generative process

Sl:ft(saavg)a gmpﬁ,t(' | s,a), (2)
with ¢ € R™ and s,s" € R™. When ng < ng, i.e. the latent noise dimension is smaller than
the state dimension, the map & — f;(s, a, &) produces a transition model that is generally singular
w.rt. Lebesgue measure, making the importance ratio p;(- | s,a)/q; not well-defined. Kernel
smoothing [Wand and Jones, |1994] addresses this by convolving the target transition density with a
kernel density in S, obtaining a density that is nondegenerate w.r.t. Lebesgue measure:

Pz | 8,0) & / Fum (@ | f2(50,€)) pea(d€ | s,a), 3)

where k¢ -, (x | y) is a smoothing density on S with bandwidth parameter 7, > 0, measurable in y,

that is locally concentrated around y as 7, — 0. We refer to smoothed SNIS backups as those that

use the SNIS formula (I.A) with p; -, in place of p, in the importance ratio.

We can control the incurred bias by tuning the bandwidth 7, as shown in the following proposition.

Proposition 1 (Smoothing bias). Assume G (s,a,-) : S — R is measurable for (s,a) € S x A, and

3 -Holder with constant L, i.e. |G (s,a,x) — Gi(s,a,y)| < L; d(x,y) forall x,y € S. Then:
|Es~pt \sa)[G (S a S)] EW"ZHWHSG)[G (S a x)]|<L megs i ( ) “4)

where mgs +(1¢) £ sup/ d(z,y)% ki r, (x| y) da. Q)
y Js

The proof is in Appendix [A.T] The integral (3) is often unavailable in closed form, but can be
approximated by various methods. In our implementations, we evaluate the linearized approximation
around a chosen noise point & (often the mean of p¢ ;):

Py, (x| s,a0) 2 /kt,n(w | fe(s,a,8) + JE7 (€ =€) pe(dE | s,a),  JET = Defils, a,€). (6)

When both pe ¢ ~ N (pe i, Eg ¢) and k¢, ~ N(0, Xy, ;) are Gaussian, this approximation is Gaussian
with mean f;(s, a, &)+ T (et — ¢) and covariance JEr Bea(Jor )T + ..+, which yields a closed-
form density evaluation. Other approximations such as sigma-point transformations [Julier et al.|
2004] or Monte Carlo density estimates [Owen, [2013]] may be used in various settings.

4 GSS Theoretical Analysis

4.1 Settings and Assumptions

We first isolate the action-side approximation introduced by replacing the full action space by
nodewise sampled action sets.



Definition 1 (Max-close action sets). For each depth ¢ < T and realized node st, we say that the
action set A} is max-close with radius I'y > 0 and local failure probability o5 € [0, 1] if

0.< V' (s}) — max Q; (s;,a) < T (7)
acAy
except with probability at most §¢. If A is finite and A¢ = A, then (7)) holds with T'; = 0 and §¢ = 0.

When A is metric and the action sets A% are sampled from ¢, the following assumptions yield
explicit I'; and 6.

Assumption 1 (Proposal small-ball coverage). For each depth ¢ < T, there is a radius cap &; > 0
such that for every € € (0, &;] and every s € S, there exists a* € Argmax,(s) such that ¢{'({a € A:
da(a,a*) < e}l]s) > my(e) withmy(e) > 0.

Assumption 2 (Action-side Holder regularity). For each depth ¢ < T, there are constants L{ > 0 and
B¢ € (0,1] such that |Q7 (s, a) — Qi (s,a’)| < L¢ d4(a,a’)? forevery s € Sandall a,a’ € A.
Proposition 2 (One-step sampled-action loss). Fix e; € (0,&;] and a node index i € 1:C;, and
suppose that the candidate action set At = {a>"**} is sampled conditionally i.i.d. from ¢2(- | ).
Under Assumption and Assumption with probability at least 1 — (1 — my(e;)) "+, the one-step
loss from maximizing only over the sampled actions satisfies

0 < V;*(si) — max Q} (si,a) < Ley" ®)
aEA;

The proof is in Appendix [A.2] Under Proposition 2] the sampled action sets are max-close in the
With r,= Lfsft and 6¢ = (1 — my(ey))%e.

For the following graph backup assumptions, we assume that they hold true for all sampled-graph

index pairs i € 1:C; and k € 1:K;. We write V51" 2 (V% (s0,,))je1.c,., for the optimal-

value vector at the next layer, and f/ﬁft“ for the realized next-layer value vector. For the graph

sense of Definition

backup of an arbitrary vector v.€ RC+1, we shorthand B-*[v] £ B, (si,a’"; S;11,v,qf). For
action-value estimates we denote Q""" 2 Qi (si,al¥), QiF* & Bz’k[V;i’i:Ct“], and Q" &
B ok [thfft“] respectively for the exact optimal action-value at (s, ai’k ), the graph backup output
under exact next-layer optimal values, and the realized recursive backup output.

Assumption 3 (Graph backup bound). For every i € 1:C%, k € 1: Ky, and A\; > 0, the function djoc ¢
bounds the failure probability: F(|Q“"* — Q7" | < A;) > 1 — ipe.¢(Ar, Crpr).-

Assumption 4 (Graph backup stability). Foreveryi € 1:Cy, k € 1: Ky, « > 0,and v € RC+1_if
IV = Vi1 9 oo < s then B [v] = Q™| < ya

Definition 2 (Controlled graph backup). B, is controlled if it satisfies Assumptions [3]and 4}

For a controlled graph backup, the following bound holds:

Proposition 3 (Controlled graph backup bound). On the event ||Vt14;(ft+1 — V:ﬁ:c”“ oo < Qg1
under Assumption 3| and Assumption {4} with probability at least 1 — C, Ky bioc,t(A¢, Cry1), the
recursive one-step graph backup error satisfies

|Q;k - Q:1k| <yorrr + M foreveryie€ 1:.Cyand k € 1: K. 9)

The proof is in Appendix [A3] For densities p and ¢, define the exponentiated Rényi diver-

A

gences [Van Erven and Harremos, [2014] d(pllg) = esssup,., p(x)/q(x) and da(pllq) =

Ey~q[(p(z)/q(x))?]. For example, under the following theorem’s assumptions with a bounded
d divergence, the SNIS backup is a controlled graph backup in the sense of Definition [2| with
At = Aand bjoc s = 3exp (—N (A, N)?):

Theorem (SNIS concentration, bounded do [Lim et al| [2023]). Ler do(pllq) < oo0. Let
T1,...,TN i q and let f satisfy || f|lco < fmax- For any A > 0 such that \ > fmaxdoo(qu)/\/N,
define t(\,N) = m - Tlﬁ Then

P(Jfissis.y — Bauplf(0)]] £ X) 2 1 - 3exp(—Nt(A, N)?). (10)

Appendix shows a controlled median-of-means (MoM) SNIS graph backup, for a bounded d-
assumption.



4.2 Graph Concentration Inequalities and Implications

Our main graph concentration inequality result turns single-node bounds into graph guarantees. We
first combine the per-depth action and backup parameters into error and failure budgets.

Definition 3 (Graph error budgets). Fix a planning depth 7', a tail accuracy x4 > 0 with per-
node tail failure probability AtTa“ € [0,1], and, for each t < T, max-close parameters I't, 6
(Definition E[) and backup parameters \;, 6o, (Assumption EI) The per-depth error and failure
budgets are k;, = \, + 'y and A, £ O, K, Oloc,t (At, Cig1) + Cy 67, and the propagated value radii
are ap = ki and ay & yayy g + ke fort =T —1,...,0.

Theorem 1 (Graph recursive concentration inequality). Fix finite realized candidate actions ai’l:Kt
and the budgets of Deﬁnition Assume that (i) for each terminal node i € 1:Cr, ‘A/:,E — V;f7 < /@5’5‘“
except with probability at most AR, where Vi — Vi (sh); (ii) for each t < T, the graph backup
satisfies the conclusion of Proposition[S|with parameter A, e.g., because it is controlled (Definition[2);
and (iii) for each t < T and i € 1:Cy, the action set Ay is max-close with parameters I'y and 4y

Then, with probability at least 1 — Cp AR — Zz:ol Ay, foreveryt < T:

HQAiICt,IIKt o Q:,lzct,lthHOO S YOy + )\t7 ||‘>;1:Ct . ‘/—t*,l:Ct”OO S Q. (11)
Moreover, for every aj; € Argmax(so), it holds that Qf(so, ay) — Qf(s0, o) < 2.

The proof is given in Appendix |A.4] and the proof strategy is similar to that of |Lim et al.| [2023].

We now show how Propositions [[|and [2]apply to Theorem ]

Corollary 4.1 (Sampled-action graph budgets). In Deﬁnition the fully enumerated case A = A
gives Ty = 0 and 68 = 0, thus ky = Ay and Ay = Cy| A S10c.t (M, Cit1)- If instead Al = {ai’lzK*}
is sampled as in Proposition thenT', = L‘tlsfta and 6¢ = (1—my(g4)) %, and thus ky = +Lfafg
and At = Cth 5100,15()\157 CtJrl) + Ct(l — mt(st))Kt.

Corollary 4.2 (Smoothed-transition graph budgets). Suppose the exact transition density is replaced
by the smoothed density py -, (- | s, a) and G} (s, a, ) satisfies the assumptions of Proposition[l| Then
Proposition E] holds for the smoothed SNIS backup with the same 0ioc ¢ and with A, replaced by
)\t + Lim,@f,t (Tt).

Finally, we show some of the implications that follow by assuming bounded do (p:(- | s, a) || ¢;) on
GSS concentration inequalities with SNIS backups.

Corollary 4.3 (Finite-action, absolutely continuous transition sample complexity). Assume A is
finite and fully enumerated, the terminal estimate is exact, and the exact full-rank SNIS backup is
used. Assume also that sup, . ¢ , deo(Pt(- | 5,0) || gf) < d2**. Then, for every fixed ¢ > 0 and
root failure probability § € (0,1), choosing a common layer width C' = O(R2,, (d™%)2T4 /¢2)
suffices to make the returned root action G satisfy

Pr(Qg(so, a5) — Qg (s0,a0) <€) >1-19 for every aj; € Argmax(sg). (12)
0

Thus, the number of simulator queries is Nags = TC = 6(Rﬁ1ax(dgloax)2T5/62), and the number
of backup operations is O(|A|TC?) = 5(|A|R4 (dmax)4T9 [et).

max

Remark 1 (Comparison with Sparse Sampling). Corollary gives Nggs = O(R2,, (d™ax)2T5 /¢2).
If d22* = O(T™) for n€N, then Nggs remains polynomial in T, whereas the Sparse Sampling
budget Ngg required for target accuracy e is exponential in 7" [Kearns et al.,2002]. See Appendix[A.7]

which also gives a simple example with n = n.

Corollary 4.4 (Joint schedule for low-rank sampled-action GSS). Assume the hypotheses of Corol-
lariesH.1|and 2] Suppose, in addition, that the terminal estimate is exact, or that its tail accuracy
and failure budgets can be made small enough after the final width Cr is fixed. Assume also that
Limgs +(1:) — 0as 7 | 0, and that the smoothed backup can be controlled, uniformly over realized
node-action pairs, to any prescribed local accuracy Ay > 0 and local failure level p; € (0, 1) by
increasing the state-side width Cy11. Then for every €00t > 0 and 6 € (0, 1), one can choose band-
widths Ty, action tolerances ¢y, action budgets K, and state-side widths Cyy1 so that 2ag < €root
and Cr AR + th:ol Ay < 6. Consequently, Pr (Q§(s0, al) — Qf(S0,60) < €root) > 1 — 0 for
every afy € Argmax,(so).



5 Experiments and Results

We evaluate GSS in three continuous-control settings chosen to stress different parts of the
method: controlled rollout mismatch, singular non-linear dynamics, and smoothed backups in high-
dimensional state spaces. Full configurations, including action mixtures, state proposals, smoothing
bandwidths, and DPW/VPW parameters, are in Appendix

Implementation. GSS is implemented in JAX [Bradbury et al.,[2018]] with fixed-shape batched graph
construction and runs on a GPU. In Rotating DDI and Lunar Lander, we compare it to the tree-based
planners DPW [Couétoux et al., 2011]] and VPW [Lim et al.l 2021, which use the same rollout policy
as GSS and run on a CPU with the MCTS jl solvers of POMDPs.jl [Egorov et al.,[2017] in Julia. A
tree search expands one node at a time, each expansion depending on the statistics of the previous
ones, which suits a sequential CPU implementation, whereas GSS issues the transitions and backups
of each layer as large batched operations, which a GPU executes in parallel. As a result, GSS draws
far more samples per decision in a given planning time: counting every sampled state, including those
inside rollouts, GSS draws more than six times as many as DPW and VPW runs with equal or longer
planning times (Appendix [B.3). Our time comparisons are therefore end-to-end comparisons of each
method in an implementation suited to its computational structure.

The implementation is guided by the analysis of Section 4] Every action proposal includes a uniform
component, consistent with Assumption [T} and every graph backup is an SNIS backup, exact in
Rotating DDI and smoothed in Lunar Lander and Reacher, whose normalized nonnegative weights
give the stability of Assumption[d] The implementation also uses heuristics outside the analyzed
algorithm: state proposals are fitted to the sampled transitions of the current layer and, in Rotating
DDI and Lunar Lander, restricted to the components with the highest rollout scores; smoothed
densities use the linearization @; are single-sample returns of 7 oj10ut; and in Rotating
DDI and Lunar Lander, the backup includes a direct successor sample.

Direct successor sample. For each pair (si,alh), this heuristic draws 5;1:1 ~ pi(- | si,a*) and
values it by G102 ry(si,ap®, 50F) + vRi1 (50F), where R,y is a single-sample return of
Trollout. SiNCe §1f1 is drawn from the transition model rather than from ¢;, it enters the backup with
unit weight:

~i,k,0 Ciyr i,k -\ Ak,

e GET Y () Gy
+,DS =
1+n,

, (13)

with pi’k and 1), as in the SNIS backup (I.A), or its smoothed version in Lunar Lander. The direct
sample has weight 1/(1 4 1),), and 7, has expectation C;.11 when ¢; covers the support of the density

in the ratios, p; (- | s¢, a;’k) or its smoothed version. When few graph states fall where this density

has mass, 7, is small and the estimate approaches the rollout-based target Gi’k’o; when 1), is near its
expectation, the direct sample has weight about 1/(C}11 + 1). This parallels MCTS, which initializes
the value of a new node with a rollout and refines it as its subtree grows.

Rotating 4D-Double-Integrator (Rotating DDI). This domain evaluates GSS under controlled
rollout mismatch, with exact transition densities and SNIS backups. Extending the benchmark of
Mansley et al|[2011], the state is s = (z,v) € R® and the acceleration action is a € [—2,2]%.
Howeyver, an externally rotating frame introduces a,, = a — 2aJv + oz, where J rotates coordinate
pairs (1,2) and (3,4) by 90°. The transition density is the full-rank Gaussian p:(s’ | s,a) =
N (8'; pa(s,a), X), where 1148, a) is given by Euler numerical integration over the decision interval
At = 0.2, with diagonal isotropic covariance ¥ = 0.022Ig. Episodes last at most 50 steps.

We compare against the clipped LQR feedback baseline arqr (7, v) = —( — Zgoal) — V2 v projected
to [—2,2]4, against DPW and VPW with per-decision time budgets from 0.01 to 1.0 seconds, and
also report a full-state LQG/Riccati reference that is analytically optimal when o = 0 and actions are
unbounded. Thus o = 0 is the matched-guide setting: the LQR rollout/proposal follows the nominal
double-integrator controller, and the LQG/Riccati reference is analytically optimal. As the external
rotation « increases, the same rollout/proposal becomes increasingly mismatched, so the sweep tests
GSS under degrading rollout and proposal quality. GSS uses an LQR-guided action proposal; as
state proposal, the equally weighted mixture of the transition moments of the top-0.95 fraction of

state-action components, ranked by their direct-sample targets G‘i’k’o; the LQR rollout policy for
; and the exact SNIS graph backup with the direct successor sample (I3). GSS plans with
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Figure 2: Error bars show +2 standard errors. We report mean planner performance for displayed
domains, over discounted returns for Lunar Lander, or over undiscounted returns for the other
domains. In Rotating DDI, the x-axis is the rotation parameter o, which controls the mismatch
of the rollout guide and the difficulty of the problem. DPW/VPW curves span wall-clock budgets
0.01, 0.0316, 0.1, 0.316, and 1.0 seconds, with lower-budget curves faded and the 1.0 second curves
emphasized; GSS mean runtimes are at most 0.7. In Lunar Lander and Reacher, the x-axis is mean
planner runtime per planning session, averaged over the closed-loop execution in the environment.

horizon 50 and rollouts capped at 50 steps from the current decision, with action budget 64 and state
width 512; its mean planning time is about 0.2 seconds per decision at &« = 0 and 0.6-0.7 seconds
for a > 0.

The results are shown in FigureZa] As « increases, LQR and LQG degrade sharply from a = 0.9
onward, while GSS maintains relatively consistent performance despite having a degraded rollout
guide. For all tested time budgets, GSS achieves better or comparable performance to DPW/VPW.
The tree-based planners show a clear degradation pattern as « increases, achieving competitive
performance with GSS in high-rotation regimes only for the highest time budgets. The full results
table is in Appendix 2}

Lunar Lander. This domain evaluates GSS with singular, non-linear dynamics. The continuous
Lunar Lander benchmark of Mern et al.|[2021] features a 6D spacecraft attempting to land safely from
an initially random position. The state is (x, 2,6, v, v.,w) € RS, containing horizontal position,
altitude, attitude, and their respective velocities, and the action a € A C R? consists of lateral thrust,
main thrust, and thruster offset. The transition model is a deterministic transition function perturbed
by 3D additive Gaussian noise, thus it is singular in RY; its generative equations are given in (T4) in
Appendix [B.3] Episodes last at most 24 steps.

We compare against DPW and VPW with per-decision time budgets from 0.01 to 1.0 seconds; all
three planners use the same brake-near-ground guide and rollout policy. GSS samples its action
proposal from multiple sources: the guide’s deterministic action, perturbed rollout actions, randomly
sampled actions, and a few expert-chosen actions. Its state proposal is a diagonal Gaussian fitted to

the direct successor samples of the top-0.8 fraction of state-action components, ranked by G’i’k’o;
it uses the brake-near-ground rollout policy for ; and its graph backup is SNIS with the

single-point smoothed density (6) and the direct successor sample (T3). GSS plans with horizon 12
and rollouts capped at 24 steps from the current decision; we chose five graph shapes, with action
budgets from 10 to 50 and state widths from 384 to 2048, whose mean planning times are at most
about 0.1 seconds per decision.

The results are shown in Figure 2b] where each planner is placed at its measured mean planning
time. GSS reaches the high-discounted-return regime from action budget 24 and state width 1024 and
remains stable as the action and state budgets grow. The tree planners are strongest at short plotted
budgets, but their plotted mean performances decline as time budgets increase (see Appendix [B.3).

Reacher. This domain evaluates smoothed backups in a high-dimensional state space with determin-
istic transitions. We implement Reacher-v5 [[Towers et al.,|2024] in JAX [Bradbury et al.| [2018]|] using
the MJX interface to MuJoCo [Todorov et al.,[2012]. The 10D state contains joint-angle cosines and



sines, target coordinates, arm angular velocities, and fingertip-target displacement; the actions are two
clipped actuator torques. The transition dynamics are deterministic. Episodes last at most 50 steps.

We compare against a deterministic proportional-derivative (PD) controller. GSS uses this controller
in the action proposal, with one controller action and the remaining action budget split between
noisy-controller and uniform samples. Its state proposal is a transition-moment mixture without
top-component pruning; it uses the controller as the rollout policy for ; and its graph backup
is SNIS with the single-point smoothed density (6). GSS plans with horizon 20 and rollouts capped
at 50 steps from the current decision; we vary the state width from 256 to 2048 and the action budget
from 24 to 64, resulting in mean planning times from 0.4 to 5.7 seconds per decision.

The results are shown in Figure Every tested GSS budget improves the local controller, and
increasing the state width and action budget generally improves performance with diminishing returns.
This shows that GSS can improve baseline policies and scale effectively in a high-dimensional,
deterministic-transition domain.

6 Conclusion

We present Graph Sparse Sampling, an alternative to tree-based online planning, by sampling shared
successor state layers, evaluating many candidate actions against them, and using generalized graph
backups to propagate values through a fixed-shape planning graph. GSS changes the bottleneck
from branching a search tree, to designing effective state and action proposals to focus on relevant
portions of the action and state spaces, yet with enough overlap to support reliable reuse. Our analysis
makes this tradeoff explicit, and we show explicit finite-sample performance guarantees in cases of
density-ratio overlap, sampled action coverage, and bounded smoothing-bias. We obtain performance
guarantees with polynomial dependence on the planning horizon in regimes where the shared state
layers remain representative, and we discuss how to jointly schedule the state and action budgets
and smoothing bandwidths to achieve any desired root accuracy and failure probability in low-rank,
sampled-action settings. Empirically, the same design supports large GPU batches, and improves or
matches MCTS-based baselines across continuous-control problems with stochastic and deterministic
transition cases, challenging horizons, and varying domain dimensions.

Limitations. GSS is proposal-limited: poor action or state proposals can make the graph spend most
of its computation in the wrong regions. Our theoretical analysis is also limited in scope. Theorem T]
applies to any controlled graph backup, but we establish this property only for SNIS backups and their
smoothed and median-of-means variants; other graph backups, such as the KDE, nearest-neighbor,
and learned backups (IL.B)—(I.D), require their own analysis and may admit different guarantees.
The polynomial dependence on the planning horizon holds under the stated overlap, regularity, and
coverage conditions, and weakens when proposals mismatch the transitions so that d3;** is large.
As for our experiments, they do not isolate horizon scaling; they measure the usefulness of GSS in
practice, including heuristics beyond the analyzed algorithm.

Future work. It is natural to extend GSS into multiple passes, where proposals are adapted based
on earlier value estimates, or use learned approximations as part of GSS components. We plan to
explore these directions, along with tightening our performance guarantees, adapting to anytime
settings, and analyzing our methods in partially observable domains.
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A Proofs and Derivations

A.1 Proof of Proposition 1]

Proof. Fix (s,a) € S x A. Let Y have transition law p;(- | s, a) and, conditionally on Y = y, let X
have density k: -, (- | y). By the definition of the smoothed density in (3)), the marginal law of X has
density p; -, (- | s,a). Therefore,

‘Es "rope(¢]s,a) G (8 a,s )} Ezwpf,,ft(-\S,a) [G:(Sa avm)”

|/ / (5,0,) — G(5,0,2)hun, (2 | y) dope(dy | 5, )]
SLLWW#mf@@mmmﬂﬂwMM@Hm
§@//ﬁ@w“Mde®%MM&®

SJS

Swﬂm/dﬁwﬁmﬂwWNx:@mmﬂm'
Y S

The first inequality is the triangle inequality, the second is the assumed successor-state Holder
regularity of Gy (s, a, -), and the last display is exactly the definition of mg: ;(7¢). O

A.2  Proof of Proposition

Proof. Fixt <T,e; € (0,&), and arealized node s;. By Assumpt10nlw1th e=c¢crands = st, there
exists a* € Argmaxt(st) whose ¢;-neighborhood has probability at least m;(e;) under ¢ (- | st).
Conditionally on s;, each candidate action therefore lands in this neighborhood with probability at

least my (¢4 ). The K, candidates in A’ = {a”"**} are conditionally independent, hence all of them
miss this neighborhood with probability at most (1 — m(g;))

On the complementary event, choose a; € A} with d 4(a;,a*) < &;. Since Q; (si,a*) = V;*(si),
Assumption [2] gives

(i (i (i (i a Bt
Vi (sy) — Qi (s ai) = Qi (s, a”) — Q7 (s, ai) < Liey* .
Maximizing over all actions in A? can only improve on a;, so
0< V;'(s}) — max Q; (s, a) < Lie)".
ac€Aj
This is (8). O
A.3 Additional Graph-Backup Details

Proof of Proposition[5] Work on the event

IVAT™ = VI oo < g,
For a fixed pair i € 1:C; and k € 1:K;, Assumption[4] gives
i,k k, k 1 C k 1:C
Q" — Q™ = BV = BV T < e
Assumption [3] gives

|Q’Lk‘~k Q:,’Lk| S )\t
except with probability at most djoc,: (¢, Ci+1). On the intersection of these two events, the triangle
inequality yields
Aik i,k
Q" — Q" < vapy1 + A
Union-bounding the local concentration failures over the C; K realized node-action pairs gives, with
probability at least 1 — C; K d1oc,t (A¢, Cit1), the pointwise bound

\Q;k Q" k| < voapg1 + A forevery i € 1:Cy and k € 1: K.
Equivalently,

HQ;:Ct,l:Kt _ Q:)l:Chl:KtHoo S Yo + )\t-
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For probability laws P < Q, write w(y) £ dP/dQ(y) and define
doo (P Q) £ eSYSSgpw(YL d2(P|Q) = Ey ~qlw(Y)?].

Definition 4 (SNIS and MoM-SNIS). Given samples Y.y ~ @, weights w,, = w(Y,,), and values
f(Y,), SNIS returns
N
. _ywnf(Yn
fisnis.n (f) 2 w

Zn:l Wn
For MoM-SNIS, partition {1, ..., N} into nonempty blocks By, ..., Bp, form

Zb(f)éM7 b=1,...,B,

ZnEBb Wn,
and return
fintom-snis, v (f) £ median{Z:(f), ..., Zg(f)}.

Ordinary SNIS backups satisfy Assumption 4] because their normalized weights are nonnegative
and sum to one, so changing the child-value vector by at most o changes the continuation part of
the backup by at most ya. The same stability argument holds for median-of-blocks normalized
backups: each blockwise normalized average is y-Lipschitz in child-value sup norm, and the median
is nonexpansive in sup norm.

The following source theorem is a bounded-ds analogue for MoM-SNIS. It supplies one possible
choice of the local function djoc ¢+ in Assumption Denote

ots 2 a(PIQ)~1, ok £ Epvg[w(@) (f(@) ~ Ecrr[f(2)])°] -

Theorem (MoM-SNIS one-sided concentration, bounded ds Daul[2022]). Fix ¢ € (0, 1) and assume
0ty < oo If

N > 8 (max{320¢g, 1}) log(1/4),
then the MoM-SNIS estimator of Definition ] satisfies

P(ﬂMoM-SNIS,N(f) —Eonplf(z)] > 16018 210%\[(1/5)> <4.

Applying Theorem to f and to — f gives the two-sided statement: for a target local failure level
pe(0,1),if

N > 8 (max{320¢g, 1}) log(2/p),
then

p-

P(ﬂMoM—SNIS,N(f) —Esnp[f(2)]] £ 16015 210%\7(2/p)> >1-

If | flloo < fmax, then O’IQS < 4f2%  dy(P||Q). Indeed, since |f(Y) — Epup[f(2)]] < 2fmaxs
ots = By [w(Y)?(f(Y) = Eonp[f(2)])?] <4f3Byaqlw(YV)?] = 4f3.cd2(P[Q).

We now translate this local estimator statement into the graph-backup notation of Assumption[3] Fix
adepth ¢ < T and a realized node-action pair (si, a"""). Let

Pti’k £ pt(' | si,ai’k), Qt £ Qtsa N £ Ct+1a
and apply the MoM-SNIS backup to the exact Bellman target

TH@) £ G (s)ar® @) = (s oyt @) + AV ().
Assume that, uniformly over the realized node-action pairs at depth ¢,

£ o0 < frnaes  d2(PF(|Qr) < Doy < 0.

Then for every such pair,

ik
U%S,t = dQ(Ptl ||Qt) -1< D2,t -1, UIQS,t < 4fr2nax,tD27t'
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Consequently, for any local failure level p; € (0, 1) such that
Ci41 > 8max{32(D3; — 1), 1} log(2/p:),
the exact-value MoM-SNIS graph backup satisfies

Ak, * *,4 2D5 4 log(2
IP><|CQ?IC7 - Qt7 7k| S 32fmax,t M(/m) Z 1-— Pt

Ct+1
Thus Assumption [3|holds for the MoM-SNIS backup at depth ¢ with the explicit choice

2D; ;log(2/p;)

At = 32fmax7t C )
t+1

Stoc,t(At, Ceg1) = pr,

provided the displayed lower bound on C';; holds. Equivalently, a uniform depthwise da overlap
bound supplies the static, exact-next-value concentration term in the same role that the bounded-d
theorem plays in the main text. Together with the normalized-weight stability argument above, this
makes the MoM-SNIS graph backup controlled in the sense of Definition [2] with the propagated
recursive bound then given by Proposition [3]

A4 Proof of Theorem/[I]
Proof. Use the main-text shorthand
VIRV, @t A QiGsha)
Let x4, Ay, and oy be the budgets of Definition[3] For each depth ¢, define the value event
V, & {|f/t’ — V' <oy foreveryie lth} .
For ¢t < T, define the simultaneous backup event
Q= {|Qik - Q"

and the simultaneous action-coverage event

<yoyp1 + N foreveryi € 1:Cy, k € 1:Kt} ,

*.7 *,1,k . .
A 2 {0 o A kIenlE:)JI}ét Q" <Ty foreveryic I.Ct} .

Assumptions (i)—(iii) of the theorem give
PV < Y IP’(\VTi B VAT Htﬁ“) < OpAR
1€1:Cr
P(Qf N Vit1) < CrKy Oioc,t(Ar, Cryr),
P(AS) < Cy 62,

The first inequality is assumption (i) with a union bound over terminal nodes. The second inequality
is assumption (ii), i.e., the conclusion of Proposition on the event V), 1. The third inequality is the
union bound over the C; max-close action-set failures of assumption (iii).

We next prove the deterministic induction step. Assume V; 1 N Q; N A; holds. Set
R? £ a1 + A, Ry éRtQ‘i‘Ft = Y041 T Ky = 0.

For every node index i € 1:C},

i Ak N i
Vi = max Q' < max Q"""+ R <V +R,.
kel: K, kel: K,

For the lower deviation,

i (i ; ik Y ~iok
V- V<V — max Q)" + max Q" — max QY
¢ t ="t kel:k, O Kel:K, °F kel:K,

<T bk _ 0k <, + RO = R,.
< t+krenl§;§t|62t Q" | <Ty+ Ry "
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Thus V; holds. Equivalently,
IV = Vi oo <
The event Q, itself is exactly the stated pointwise candidate-backup bound at depth ¢. Equivalently,

Qe — Q| < yaur + A

Now define the total bad event

T-1 T-1
FEviu J(@invi)u | 45
t=0 t=0
By the union bound and Definition
T-1 T-1
P(F) < CrAFR" + ) T [CoKy bioct(Ar, Cepn) + Ci 67 = CoAR! + 3~ A,
t=0 t=0

On F°¢, the terminal event Vr holds. If V;1, holds, then Q; must hold because Qf NV, has
been excluded, and A; also holds. The deterministic induction step therefore gives V;. Backward
induction proves that every V; and every Q; hold simultaneously on F¢. Thus, for every t < T,
the pointwise value and candidate-backup inequalities hold for every ¢ € 1:C; and k € 1:Kj;.
Equivalently, the two displayed max-norm inequalities in the theorem hold with probability at least

1— CpARl - ST LA,

. . - ALk
It remains to prove the root-action consequence on the same event. Let ko € argmax; ., Qo™ > SO

that Go = ag™ and Vj = Q4*. For any aj € Argmax,(s),

Q5 (50, a5) — Qp(s0,a0) = Vool = Vi + Qg™ — Q™
< ag+vag + A < 2ap,

because ya; + Ag < yag + Ag + g = «p. O
A.5 Proof of Corollary [4.1]
Proof. If A'is finite and A} = A for every node, then

e Q7 (s o) = mae 0 s1) = V7' (5)

deterministically. Thus Definition [[[holds with I'y = 0 and ¢ = 0. Substituting these parameters
and K; = | A| into Theoremgives ke = A and Ay = Ci|A] Sioc,t (e, Cet1)-
For sampled action sets, Proposition 2] states that each nodewise action set is max-close with

T, = Lol 60 = (1—my(er)X.

Substituting these parameters into Theorem [I] gives

Ko =N+ LEe) . Ay = CiKy oM, Copr) + Col(1 — my(er)) K.

A.6 Proof of Corollary

Proof. Fix a depth ¢ < T and a realized node-action pair (si,ai’k). For this proof, the local
concentration function dj,c ¢+ is applied to the SNIS estimator whose target density is the smoothed

density p; -, (- | st, ai’k) and whose proposal is ¢;. Thus, with the exact next-layer optimal values
inserted into the smoothed SNIS backup, the local concentration event is

Ai ke i ik
Qe — Exwpt,ft(.|s;‘,aj’k)[GI(Si,at o)) < A,
except with probability at most djoc, (¢, Ci+1). Proposition 1] gives the deterministic comparison

f iy [GE (st 0y, )] = Q7 (sy,a;")| < Limgg ¢(74).

Bopi ., Clsia
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Combining the two displays yields the static graph-backup error
‘Qif—,* - Qi"i’kl <At + Limg: (7t)
with the same local failure probability. Assumption[d]then adds the usual propagated term a1 when

Hf/tlJ;Cl?tH _ ‘/t:ii:Ct+l oo < ayy1. The proof of Proposition with \; replaced by \; + Lfmgw(n[)],

gives the corollary.

A.7 Proof of Corollary[d.3]

Proof. In the finite-action fully enumerated case, Corollary gives Ty =0, 0% = 0, and K; = |A|.
With an exact terminal estimate, x5 = Al = (. Set Cy = 1 and choose a common successor-layer
width C; = C for 1 < ¢ < T and a common local radius A\; = A\. The recursion in Deﬁnition@ gives

T-1

oz():Z’yt/\ST)\,

t=0
because v < 1 in the finite-horizon setting. Thus A = ¢/(27T") ensures 2ap < €.

We next choose C' so that the graph failure probability is at most §. The bounded reward assumption
implies, for every t < T,
||V:i-l HOO S (T —t- 1)Fzmaur

Therefore the single-sample Bellman target satisfies
||C;;Ek (37 a, )Hoo S Rmax + ’Y(T —t— ]-)Rmax S TRmaxa BT é TRmax~

By the uniform overlap assumption, doo(p:(- | s,a) | ¢f) < d2**. Applying Theorem with
fmax = Br, N = C, and d (p||q) < d22* gives

A 1)°
5oc )\7 < - D Imax /.~ )
oA €C) 3exp< (v~ ve) )
provided A > Brd™2*/+/C'. Define

ax N\ 2
max 1 T A
A, & (BT(/){\OO ) , = max{l, 10g<2e (|$A| A) } )

Choose
C > 8Axl,.
Then C' > 4A,, so the positivity condition in Theorem holds and
A 1 1 1 1

—_— e e e — D
Brdgx /O VAN VO T 2V/A,

Consequently, uniformly over depths and realized node-action pairs,

C
< —— ).
Sloc,t(A, C) < 3€Xp( 4A>\)

It remains to check the graph-level union bound. Since Cy = 1 and Cy = C fort > 1, ZtT;Ol C; <
TC for C' > 1. Theorem I]and Corollary [4.1] therefore require

T—1 o
S" ColA G100 (A, C) < 3TC|Alexp <—> .
=0 7 445

Letz = C/(4A,) and M = 12eT'|A|Ax /. The choice of C gives x > 2max{1,log M }. For such
x, we have xe™® < e/M:if M < e, then z > 2 gives ze " < 2e2 < e/M, while if M > e, then
re~7 is decreasing for x > 1 and 2log(M)/M? < e/M. Hence

3TC|A|exp(—C/(4A,)) = 12T | A|Ayze™™ < 6.
Thus the total failure probability in Theorem [I]is at most 4.
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Substituting A = €/(27T') and By = T Rpax gives
7 4R2 (dronoax)2T4

A}\ max 62
Hence the explicit width choice above is
2 2 Jmax 2T4 48eT 2 Jmax 2T4
€ €

Equivalently,

- R2 Jmax 2T4
C=0 (max(zo)) ’
€

where the logarithm is the one displayed above. Theorem|[I|then gives the stated root-action bound.
Since the graph uses 7" shared successor layers of width C, the simulator-query count scales as
Nggs = T'C. For the exact dense SNIS backup, count one backup edge operation for one parent-
action-child contribution in the sum (T.A). At depth ¢, there are C}|.A| enumerated parent-action
pairs, and each pair is evaluated against all Cy; child states. Hence the total number of backup
operations is

T—1

S CAICH 1 = JAI(C + (T~ 1)C?) < |AITC?,

t=0
where Cy =1, Cy = Cfor1 <t <T,and C' > 1. Substituting the width bound gives

~ 4 max\479

4

Thus, if d22* = O(T™) for fixed n € N, Nggg scales polynomially in 7. O

Example of polynomial overlap growth. The proof above uses the overlap bound only at realized
node-action pairs. As a deliberately simple example in which d3;** grows polynomially in 7', suppose
that each transition moves the state by at most £ > 0, so that p;(- | s,a) is supported in the ball
B(s,¢) C R™=, and that the transition densities are bounded, p;(z | s,a) < pforallt, s, a,x. Leteach
state proposal be uniform on the ball of states reachable from the root, ¢i = Unif (B(sg, (t + 1)£)).
Then every node at depth t lies in B(sg, t£), the support of p;(- | s, a) lies in B(sg, (t + 1)£), and for
everyt < T,

doo(pe(- | 53, 0) || 47) < pVOI(B(so, (t + 1)€)) = puwn, ((t + 1)) < pwn, £ T,

where w,,_ is the volume of the unit ball in R”=. Hence d22** = O(T"+), and the width and query
bounds above become C' = O(T*+2": /€2) and Nggs = O(T°+2": /€2), which are polynomial in T
for a fixed state dimension. This proposal ignores all problem structure and differs from the proposals
used in our experiments.

We use the following planner-to-policy conversion, adapted to our notation from |[Kearns et al.|[2002}
Lemma 5].

Theorem A.1 (Planner-to-policy conversion). Let a planning subroutine be invoked at states encoun-
tered by the induced policy. For the discounted infinite-horizon setting, suppose that for every state s,
the returned action a(s) satisfies

P(Q*(s,a") — Q*(s,a(s)) < B) > 1—p, a* € argmax Q¥ (s, a).

acA
IfIV*|loo < Vinax, then the induced randomized policy T satisfies
2pVinax
V*(s) = V7T(s) < B—’—l# for every s.
-

For a finite horizon of length T, if the same condition holds at every state and time with Q) in place
of Q* and || Q5 ||co < T Rumax, then the induced time-dependent policy satisfies

V;)*(S) - V;)ﬂ-(s) < T(ﬁ + 2pTRmax)'
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Additional policy-value scalings. The main text states the root-action consequence because it
follows directly from Theorem|[I]} For completeness, we record how the same local-width calculation
changes when the planner is invoked repeatedly to induce a policy. The finite-horizon part of
Theorem|[A.T|applies once the planner has a per-call action-value gap bound 3 and per-call failure
probability p. Let 5 = 3 + 2pT Ryax. The theorem gives the policy-value loss bound

Vo (s) = Vi (s) < T8 = T(B + 29T Runax)-

Here Theorem [I| gives 5 = 2ag < 2T\ for one planner call. To make the accumulated deterministic
gap at most €/2, choose 2T\ < €/(2T), equivalently A\ = O(e/T?). To make the accumulated
failure contribution at most €/2, take p = O(€/(RuaxT?)). Substituting this \ into the explicit width
calculation above, with ¢ replaced by the per-call budget p, yields

. 2 max\276 . 2 max\277
Ozo(Rmax(doo ) T )’ NGSS :O<Rmax(doo ) T )

€2 €2

For discounted inﬁnite-horizon policy value, let Vijax = Rmax/(1 — ) and truncate the discounted
problem at T = O(1/(1 — 7)) so that the tail satisfies 77 Vinax = O(€(1 — 7)). The local envelope
becomes B, < Rimax + YVimax = Vinax- Choosing X = O(e(1 — 7)?) gives ap < M/(1 — ) =
O(e(1—+y)). The discounted part of Theorem|A. 1|then requires a per-call failure budget p = O(e(1—
¥)/Vinax) s0 that (2000 +297 Vinax +2pVinax) /(1 —7) = O(e). Substituting B, = O(Rmax/(1—7))
and A = O(e(1 — 7)?) into Ay = (B,d2**/))? gives
- R2 qmax 2
C — O max( o ) .
(1 —7)°

Multiplying by the truncation depth T = O(1/(1 — 7)) yields

- R2 (dmax)Q
N, — _maxiioo /).
=055 )

A.8 Proof of Corollary 4.4

Proof. Choose strictly positive deterministic budgets 7¢%¢, ni"°!!, and 72¢ so that the recursion

ap = kP qy = YAy + 0ot 4 pmell 4 et t=T-1,...,0,

satisfies 2ay < €,00t- Equivalently,

T-1
ao =R+ Yt (0 + N + 0i) < eroon/2.
t=0

Such budgets exist whenever the terminal estimate is exact, or more generally once the terminal tail
accuracy has been made small enough to leave positive slack. Choose positive failure allocations
Crail, ¢est, and (2t such that

T-1
G+ (GG <6
t=0

In the non-exact terminal case, the terminal estimator is understood to be chosen after the final
width O is fixed so that C AR < (1! for the selected <%, In the exact terminal case, take
Ktail _ Atail =0

T — a7 =U

Construct the schedule forward in ¢, starting from Cy = 1. Atdepth ¢ < T, assume C} has already
been fixed. First choose 7 so that
Lymg; () < it

which is possible by the assumed vanishing of the smoothing bias. Next choose ¢; € (0, &] so that
Lelt <.

For instance, when L¢ > 0 it is enough to take £, < min{&;, (n2<t/L¢)"/5}; when L¢ = 0, any
ey € (0, & suffices. Since Assumption|[I|gives m;(e;) > 0, choose

K, > FgWC)]

- my(er)
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Then, using 1 —x < e " forx > 0,
Kymy(eg) > log(Cy /¢,
Ci(1 = mu(e4) < Crexp(—Kymu(er)) < Crexp(—log(Cr/GiY)) = ¢
Set

est &
Pe T K,
Finally, use the assumed uniform controllability of the smoothed backup to choose C; ;1 and the
local SNIS radius \; so that

At S U?St) 610C,t()\ta Ct+1) S p§St’

or equivalently C; Ky dioc,t (A, Cry1) < (5. The same construction can use a common nonroot
state width under a bounded-d., condition for the fixed smoothed targets. Suppose that, uniformly
over realized node-action pairs,

oo (Pe,7, (- | 81:a77)|¢7) < Dot

and that the corresponding Bellman targets are bounded by fmax,:. Choose fixed local accuracy levels
0 < At < 7§ and, for a candidate common width C, define

s f1, t=0, s [10g(Ci(C)/¢) est(en & G
() = {07 P>, K(C) = [Tnt(é‘t)—‘ ) py(C) = C.(C)KL(C)

Let )
4, & [ fmaxtDoot
t At .

Choose a common integer C' satisfying

3
C > max4A log<> .
V(@)

t<T

Such a C exists because K;(C') grows logarithmically in C, so the right-hand side grows only
logarithmically in C', while the left-hand side grows linearly. Set the actual widths and action budgets
by C; = C(C) and K; = K(C). Since p$*(C) < 1, the same lower bound gives C' > 4A4; and

hence
¢ 1 1 1 1

S _ > .
fmax,tDoo,t \/6 vV At \/5 - 2\/At

Thus the positivity condition in the bounded-d., SNIS concentration bound (I0) holds, and for

Ciy1=0C,
¢ 1 )2
Oloc,t(At; €) < 3exp| =C' | -—m— — —=
1 7t( t ) p( (fmax,tDOC,t \/5 >

C
5loc,t()\tac) < 3eXP<4At) < P(;St(c)»

and hence C;(C)K;(C) dioc,t (M, C) < (5" at every depth.
With these choices, Corollaries 4.1 and f.2] give

Therefore

R <t A< GG

Therefore the recursion defining «; in Definition [3| gives oy < & for every depth, while the total
failure probability is at most . The root-action conclusion of Theorem|[I]then yields

QS(SOa aa) - Q3(507&0) < 200 < 200 < €root

with probability at least 1 — 4, for every af; € Argmax(so). O
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B Experimental Details

All experiments use the fixed-shape JAX GSS planner described in Section [5] The JAX GSS
experiments were run on a GPU machine equipped with an NVIDIA GeForce RTX 2080 Ti with
11 GB VRAM. The Julia DPW/VPW baselines were run on a CPU machine with an AMD Ryzen
7 3700X 8-core/16-thread processor at 3.60 GHz. We record action-mixture counts in the order
primitive/rollout/noisy/uniform. The primitive component is a domain-specific list of fixed actions, the
rollout component repeats the guide-policy action, the noisy component adds Gaussian perturbations
scaled by the action range, and the uniform component samples from the action box.

B.1 GSS Configuration

We use three state-proposal settings across the experiments. In Rotating DDI, parent-action compo-
nents are scored by a sampled one-step transition target plus rollout tail, the top fraction is retained,
and successor states are sampled from the retained transition-moment mixture. Lunar Lander uses the
same top-fraction scoring, but the next-state proposal is one diagonal Gaussian fitted to the sampled
one-step successors. Reacher uses an unpruned transition-moment mixture, without top-fraction
pruning. In Rotating DDI and Lunar Lander, the SNIS backup also includes the direct successor
sample (T3), whose sampled transition and rollout tail also provide the scores used for top-fraction
pruning.

Graph backups use either an exact-moment density, when the target transition law is the domain’s
diagonal Gaussian transition, or a single-point density, when the target transition law is the single-point
linearization of the smoothed transition density obtained by adding a positive diagonal bandwidth
to the simulator transition moments. All GSS runs use rollout tail values; rollout tails use the same
rollout policy as the action proposal.

B.2 DPW and VPW Baselines

The DPW and VPW baselines use the double progressive widening solver of MCTS.jl with parameters
(Cucty kay 0ty ks, as) = (60.0,1.45,0.60,0.1,0.30).

The rollout value estimator simulates the domain’s rollout policy under the domain transition. For
DPW, the first action added at a node is the guide-policy action, and later widened actions are
sampled uniformly from the action space. For VPW, the first action is chosen in the same way, but
later widened actions are generated by VOO. In the DDI VPW runs, VOO uses global exploration
probability 0.9 and a diagonal Gaussian local sampler with standard deviation 0.5 in each action
dimension. In the Lunar VPW implementation, the local covariance is diag(0.22,0.52,0.052).

B.3 Sample Counts

We count the samples each planner draws per decision: every state drawn from the transition model
or from a state proposal, including the states visited by rollouts. GSS draws C, states from the state
proposal at each layer ¢ > 1. For each state-action pair, it also draws a direct successor sample and
rolls it out, and it rolls out each leaf state. Its rollouts run as fixed-length batches, so we count each
rollout at its full capped length. DPW and VPW draw at most one new successor per search iteration
and then roll out to the search depth, which is the episode cap (35 steps in Lunar Lander and 50 in
Rotating DDI). Their runs record only the number of iterations, so we report the number of iterations
times the search depth, an upper bound on their samples. Table [5|reports the Lunar Lander counts and
Table[T] the Rotating DDI counts. Even against DPW and VPW runs with equal or longer planning
times, GSS draws more than six times as many samples per decision.
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Table 1: Rotating DDI samples per decision for each rotation «. For GSS, the budget is the action
budget K and state width C'; for DPW and VPW, it is the per-decision time budget. The GSS count
does not depend on « and is averaged over the decisions of a 50-step episode, during which its
planning horizon shrinks with the remaining steps; DPW and VPW counts are upper bounds.

o
Planner Budget 0.0 0.3 0.6 0.9 1.2 1.5

GSS K=64,C=512 13.66M 13.66M 13.66M 13.66M 13.66M 13.66M
DPW 0.01s <0.02M <0.01M <0.0IM <0.01IM <0.01M <0.07M
DPW 0.0316s <0.04M <0.03M <0.03M <0.03M <0.03M <0.12M
DPW 0.1s <0.13M  <0.09M <0.09M <0.09M <0.10M <0.28M
DPW 0.316s <0.35M <0.25M <026M <0.25M <0.30M <0.59M
DPW 1.0s <0.90M <0.72M <0.72M <0.72M <0.83M <1.46M
VPW 0.01s <0.02M <0.0IM <0.0IM <0.01M <0.01IM <0.05M
VPW 0.0316s <0.04M <0.03M <0.03M <0.03M <0.03M <0.09M
VPW 0.1s <0.12M  <0.09M <0.09M <0.09M <0.10M <0.21M
VPW 0.316s <034M <025M <025M <025M <0.29M <0.56M
VPW 1.0s <0.88M <0.7IM <0.7IM <0.71IM <0.80M <1.35M

B.4 Rotating 4D Double-Integrator

The DDI benchmark uses the 4D double-integrator domain with D = 4. States are ordered as
s = (z,v) with z,v € R*, and actions are accelerations a € [—2,2]*. The initial state is (14, 04)
and the goal is the origin. The rotating-frame experiments use

At =0.2, 0r = 0, = 0.02, v =0.99.

We also set the drag substep count to 32 and enable the rotating-frame coupling. The implementation
uses one Euler step when drag and nonlinear coupling are inactive, and 32 Euler substeps when the
rotating-frame coupling is active; in this sweep, a = 0 is the single-step nominal DDI case and
nonzero « uses the 32-substep rotating-frame integration. Within each microstep,

zt =z + Atgwv, v = v+ Atgupaa,

where
ay = a — 2aJu + o’z
and J rotates each adjacent coordinate pair by 90°. The sampled transition then adds independent
Gaussian noise with standard deviation 0.02 to each position and velocity coordinate. Episodes
terminate when any coordinate leaves [—2, 2] or after 50 steps. The reward uses the current state and
clipped action,
2 2
/ ]l + [lall2
r(s,a,s)=1— ——--—=

( ) ) ) 8D )

with no velocity cost.

The rotating-frame GSS sweep uses o € {0.0,0.3,0.6,0.9,1.2, 1.5}, 100 seeds, a 50-step planner
horizon, and a 50-step rollout cap. GSS uses action budget 64, state width 512, action mixture
0/1/31/32 (one LQR guide action, 31 noisy-LQR actions, and 32 uniform actions), and an LQR
guide and rollout policy. Graph backups use exact-moment SNIS densities with rollout tail values,
and the state proposal is the top-fraction transition-moment mixture described above, with top fraction
0.95, fitted from transition moments and without proposal inflation, with direct successor samples (T3)
at all depths. The companion Julia DPW/VPW rotating-frame runs use the same DDI dynamics, 100
seeds, the same alpha grid, and per-action wall-clock budgets in seconds

0.01, 0.0316227766, 0.1, 0.3162277660, 1.0.

Tables [2] [3] and [] report the returns, planning times, and early terminations of every planner in
Figure [2a] with one row per planner and budget and one column per rotation c.
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Table 2: Rotating DDI mean undiscounted return +2 standard errors over 100 seeds. For GSS, the
budget is the action budget K and state width C'; for DPW and VPW, it is the per-decision time
budget.

«

Planner Budget 0.0 0.3 0.6 0.9 1.2 1.5

LQR - 48.939 £ 0.006 48.783 4 0.010 47.666 + 0.031 42.465 £ 0.128 11.307 £ 0.201 4.255 &+ 0.054
LQG - 48.955 £ 0.007 48.757 £ 0.011 47.385 £ 0.039 40.162 £ 0.167 8.900 & 0.138  4.071 £ 0.024
GSS K=64,C=512 48.194 + 0.035 48.085 £ 0.034 47.586 £ 0.045 46.796 & 0.049 44.138 4 0.839 37.258 + 2.286
DPW  0.01s 48.172 £ 0.036 48.148 4 0.037 47.362 4= 0.058 45.944 4+ 0.076 42.266 + 1.250 26.072 + 3.492
DPW  0.0316s 48.006 £ 0.043 47.885 4 0.042 47.215 4 0.048 46.090 & 0.064 43.345 £ 0.767 32.929 +£ 2.960
DPW  0.1s 47.850 £ 0.045 47.750 £ 0.039 47.199 4 0.051 46.118 & 0.074 44.038 £ 0.081 34.781 £ 2.764
DPW  0.316s 47.992 £ 0.039 47.823 4+ 0.038 47.354 + 0.041 46.360 £ 0.053 44.391 £ 0.084 38.134 £ 2.151
DPW  1.0s 47.998 £ 0.032 47.920 4 0.033 47.509 4 0.035 46.546 &+ 0.044 44.694 + 0.074 39.242 + 1.970
VPW  0.01s 48.113 £ 0.034 48.009 £ 0.031 47.333 - 0.046 46.047 = 0.082 42.892 + 1.006 29.664 + 3.290
VPW  0.0316s 47.972 £0.031 47.905 £+ 0.031 47.299 4 0.043 46.241 4+ 0.049 43.343 + 1.055 34.332 + 2.798
VPW  0.1s 47.939 £ 0.029 47.836 4 0.028 47.348 4 0.038 46.390 = 0.051 44.478 + 0.071 36.641 + 2.519
VPW  0.316s 48.081 £ 0.025 47.956 £ 0.023 47.557 4= 0.030 46.649 £ 0.042 44.761 £ 0.067 36.387 £ 2.640
VPW  1.0s 48.119 £ 0.023 48.064 £ 0.022 47.694 4 0.027 46.825 + 0.034 45.109 £ 0.055 38.262 + 2.390

Table [3| reports the measured planning times. The GSS time depends on « because the transition
model is evaluated with one Euler step at o = 0 and with 32 Euler substeps for o > 0.

Table 3: Rotating DDI mean planning time per decision in seconds. Budgets are as in Table

o
Planner Budget 0.0 0.3 0.6 0.9 1.2 1.5

GSS K=64,C=512 0.189 0.579 0.579 0.579 0.586 0.655
DPW 0.01s 0.041 0.026 0.027 0.027 0.028 0.032
DPW 0.0316s 0.047 0.041 0.041 0.041 0.041 0.042
DPW 0.1s 0.135 0.118 0.120 0.118 0.118 0.118
DPW 0.316s 0405 0.362 0364 0364 0.363 0.358
DPW 1.0s 1.073 1.049 1.051 1.053 1.053 1.048
VPW 0.01s 0.033 0.027 0.027 0.027 0.027 0.029
VPW 0.0316s 0.047 0.041 0.041 0.041 0.041 0.043
VPW 0.1s 0.129 0.118 0.119 0.119 0.117 0.119
VPW 0.316s 0402 0.364 0.363 0.363 0364 0.360
VPW 1.0s 1.071 1.055 1.052 1.051 1.053 1.050

Episodes end early only by leaving the state box. No planner leaves it for « < 0.9; at « > 1.2, LQR
and LQG leave it in every episode.
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Table 4: Rotating DDI episodes, out of 100, that end early by leaving the state box. Budgets are as in
Table[2]

o
Planner Budget 00 03 06 09 12 15
LQR - o 0 0 0 100 100
LQG - o 0 0 0 100 100
GSS K=64,C=512 0 0 O 0 1 11
DPW 0.01s o 0 0 0 3 40
DPW 0.0316s o 0 0 0 1 22
DPW 0.1s o 0 0 0 0 18
DPW 0.316s o 0 0 0 0 10
DPW 1.0s 0o 0 0 0 0 8
VPW 0.01s o 0 0 0 2 31
VPW 0.0316s o 0 O 0 2 19
VPW 0.1s 0o 0 0 0 0 14
VPW 0.316s 0o 0 0 0 0 16
VPW 1.0s 0o 0 0 0 0 12

B.5 Lunar Lander

The Lunar Lander domain follows the benchmark used by Mern et al.|[2021]] and [Lim et al.[[2021]].
The state is s = (z, 2, 6, v, v,,w). The action is (F, T, §) with
F, € [-5,5], T € [0,15], de[-1,1].
The parameters are mass m = 1, inertia [ = 10, gravity 9.0, and At = 0.4. The transition computes
fo =cos(0)F, —sin(0)T, fz = cos(6)T + sin(0) Fy,

T=-0F,, w=r/I,

vl =v, + At fo/m+€ 0.1, v, =v, + At(f./m —9.0) + € 0.1, (14)
w' =w+ At +€30.01, =2z 4+ Atvg,

2 =2+ Atv,, 0 =0+ Atw,

where €1, €2, €3 are independent standard normal variables. The transition is therefore low-rank in the
six-dimensional state, and GSS uses the single-point smoothed density. The default initial mean is
(0,50,0,0,—10, 0) with diagonal initialization standard deviations

v/(0.1,0.1,0.01,0.1,0.1, 0.01).

Termination occurs when |z| > 15, |#| > 0.5, or z < 1. The reward is

—1000, |#'| > 15 0or |6'| > 0.5,
r(s,a,s") = ¢ 100 — |2'| — (v))?, 2/ <1,
-1, otherwise.

The discount is v = 0.99.

The Lunar Lander experiments use 100 seeds and a brake-near-ground policy for both guide and
rollout. Graph backups use single-point smoothed densities with rollout tail values and smoothing
bandwidth (0.02,0.02,0.005,0.02,0.02,0.002). The state proposal is the top-fraction transition-
moment Gaussian described above, fitted to the sampled one-step successors, with top fraction 0.8
and inflated by a factor 1.1, and the backup includes the direct successor sample (13). The planner
horizon is 12, the rollout cap and closed-loop cap are 24, and the GSS action and state sweep uses the
following configurations:

action budget | state width | primitive/rollout/noisy/uniform

10 381 2/1/5/2
16 512 4/1/6/5
24 1024 6/1/8/9
40 1536 6/1/16/17
50 2048 6/1/21/22
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The Julia Lunar tree curves use the same brake-near-ground guide and rollout policy, 100 seeds, a
35-step closed-loop cap, which does not affect the comparison since every DPW and VPW episode
lands within 24 steps, and per-action budgets

0.0001, 0.000316228, 0.001, 0.00316228, 0.01, 0.0316228, 0.1, 0.316228, 1.0

seconds. DPW and VPW generate actions as described above: the guide-policy action first, then
uniform (DPW) or VOO (VPW) samples. Table [5] reports the Lunar planner-performance rows
corresponding to the plotted comparison.

Table 5: Lunar Lander planner performance from Figure [2blover 100 seeds. For GSS, the budget is
the action budget K and state width C'; for DPW and VPW, it is the per-decision time budget. Time
is the measured mean planning time per decision. Return entries are discounted mean episode return
42 standard errors. Landed counts the episodes that end by landing, and Samples is the number of
states drawn per decision (Appendix [B.3).

Planner Budget Time (s) Return Landed Samples
GSS K=10,C=384 0.0096 30.763 + 40.288 96 0.77M
GSS K=16,C=512 0.0114 65.407 £ 19.808 99 1.63M
GSS K=24,C=1024  0.0287 75.570 +2.814 100 4.89M
GSS K=40, C=1536 0.0529 78.641 + 0.216 100 12.20M
GSS K=50, C=2048 0.1065 78.618 + 0.360 100  20.33M
DPW 0.01s 0.0196 73.582 + 0.415 100 <0.11M
DPW 0.0316s 0.0418 73.219 +0.513 100 <0.31M
DPW 0.1s 0.1157 71908 + 0.632 100 <0.79M
DPW 0.316s 0.3347  70.125 + 0.454 100 <1.79M
DPW 1.0s 1.0300 68.747 + 0.502 100 <3.87TM
VPW 0.01s 0.0189  74.402 + 0.707 100 <0.10M
VPW 0.0316s 0.0414  73.795 + 0.592 100 <0.28M
VPW 0.1s 0.1159  73.391 + 0.322 100 <0.71IM
VPW 0.316s 0.3385 71.161 + 0.658 100 <1.68M
VPW 1.0s 1.0315  69.835 + 0.537 100 <3.66M

Tree-planner returns across budgets. The DPW and VPW returns in Table [5] decrease as the
budget grows beyond 0.01 seconds, while every DPW and VPW episode lands, so the decline reflects
landing quality, namely touchdown position, touchdown speed, and episode length, rather than crashes.
Progressive-widening planners do not guarantee monotone improvement at finite budgets, since a
larger budget changes the value estimates and therefore the recommended action. The rollout-policy
action is the first action expanded at every node, and we hypothesize that as the budget grows, the
search departs further from the rollout policy before its tree is large enough to evaluate the alternative
actions reliably.

B.6 Reacher

The Reacher benchmark is implemented in JAX [Bradbury et al.l 2018]] using the MJX interface to
MuJoCo [Todorov et al.,2012]], with a Gymnasium Reacher-v5-style model and observation/action
convention [[Towers et al.,[2024]]. The MJX model has n, = 4, n, = 4, and n,, = 2. The planner
state is the 10D observation

s = (COS do, COS Q1>Sin(I07 sin q1; 9z, 9y, q.()vq.ly d:I?7 dy)7

where g = (g, 9,) is the target coordinate and d is the fingertip-target displacement. Actions
are 2D torques clipped to the XML actuator control range [—1,1]2. The transition converts the
10D observation back to MJX state variables, applies the clipped control for frame skip two with
At = 0.02, and maps the resulting MJX data back to the same 10D observation. There is no transition
noise and no early terminal condition. Initial states sample the two arm angles uniformly from
[—0.1,0.1], arm angular velocities from [—0.005, 0.005], and the target uniformly in a disk of radius
0.2. The reward is
r(s,a,5) =~ |z — llal3,
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and the discount is 7 = 0.99.

The default controller used for the PD baseline, guide policy, and rollout policy is a clipped task-space
PD-style controller. From the observation, it recovers ¢ = (qo, g1) by applying atan2 to the sine
and cosine coordinates, takes ¢ = (qo, ¢1) from the velocity entries, and uses d = (d,, d,) as the
fingertip-target displacement. With link lengths ¢; = {5 = 0.1, let

I(g) = (S5m0 — 6o sin(qo +q1)  —f2sin(qo + q1)
q lycosqo+ lacos(qo +q1)  l2cos(qgo + q1)

be the planar fingertip Jacobian. The implemented controller is
CLPD(S) = Chp[—l,l]z (—12 J(q)Td —0.35 q) .

Thus the proportional term acts on fingertip-target displacement through the Jacobian transpose, and
the derivative term damps the two arm angular velocities.

Because the Reacher transition is deterministic in the ambient 10D observation representation, the
domain only permits the single-point smoothed density with positive bandwidth. The Reacher GSS
sweeps use dense SNIS backups with rollout tail values: graph leaves are valued by a single rollout
under the default rollout policy, capped by the 50-step rollout/episode horizon. The state proposal is
an unpruned transition-moment mixture fitted from transition moments, without proposal inflation;
rollout-based proposal pruning and direct successor samples are not used. The action guide is the
default controller, and each action set contains one guide action plus noisy-guide and uniform samples.
The bandwidth vector is

(0.05,0.05,0.05,0.05, 0.02, 0.02, 0.10, 0.10, 0.03, 0.03).

The closed-loop cap and rollout cap are 50 steps, and all Reacher GSS budget-scaling experiments
use planner horizon 20 and 20 seeds. The reported sweep varies state width and action budget over

(256,24), (512,24), (512,32), (512,48), (768,32),
(768, 48), (1024, 48), (1280, 48), (1024,64), (1536,48),
(1280, 64), (1792,48), (1536,64), (2048,48), (2048, 64),

where each pair is (state width, action budget). The action mixtures, reported as rollout/noisy/uniform,
are 1/3/20 for action budget 24, 1/4/27 for action budget 32, 1/6/41 for action budget 48, and
1/8/55 for action budget 64.

Table[6] reports the Reacher budget-scaling results used in Figure 2] together with the PD controller,
which makes no planner call.

Table 6: Reacher GSS budget-scaling rows and the PD controller. Time is mean planning time
per decision in seconds. Return entries are undiscounted 50-step return, and final distance is the
fingertip-target distance at the end of the episode, both £2 standard errors.

State width ~ Action budget Time (s) Return Final distance
PD controller - — -9358 £2.464 0.159 4 0.047
256 24 0.40 -8.006 £ 1.724 0.082 4+ 0.019

512 24 0.54 -7.552 £1.554 0.081 + 0.021

512 32 0.60 -7.549 £ 1.358 0.077 £ 0.015

512 48 0.80 -7.097 £1.276 0.067 £ 0.016

768 32 0.83 -6.982 £ 1.279 0.063 4 0.017

768 48 1.21 -6.785 +1.156 0.058 +0.013

1024 48 1.70 -6.631 =£0.720 0.060 = 0.011

1280 48 227 -6.308 +0.907 0.061 £ 0.020

1024 64 240 -6.240 £0.919 0.055 4 0.016

1536 48 293 -6.302 £0.924 0.054 +0.017

1280 64 322 -6.384+1.025 0.0524+0.016

1792 48 349 -6.267 £0.860 0.058 4+ 0.019

1536 64 4.10 -6.280 £0.903 0.054 +0.017

2048 48 423 -6.123 £0.796 0.056 £+ 0.019

2048 64 5.69 -6.144 £0.855 0.0524+0.014
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NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: All of our reported results are either proven theoretically, or based on specific
simulative expeirments which we present in the paper and detail in the Appendix.

Guidelines:

e The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

 The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A or
[N/A] answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: Each theoretical result states its assumptions explicitly, and the Conclusion
discusses the limitations of GSS and the scope of the guarantees, and Section [5]describes
how the implementation departs from the analyzed algorithm. Appendix [B.3|reports sample
counts alongside the CPU/GPU time comparisons.

Guidelines:

* The answer [N/A] means that the paper has no limitation while the answer means
that the paper has limitations, but those are not discussed in the paper.

» The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

« If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs
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Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]

Justification: We rigorously state all assumptions in the paper and provide full theorem
statements in the main paper. All proofs are provided in the appendix.

Guidelines:

* The answer [N/A] means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

* Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]
Justification: We detail the setup and configurations of all experiments in the paper Appendix.
Guidelines:

* The answer [N/A] means that the paper does not include experiments.
* If the paper includes experiments, a answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.
If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.
Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurIPS does not require releasing code, the conference does require all submis-

sions to provide some reasonable avenue for reproducibility, which may depend on the

nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

28



5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justification: Our code and experimental data are publicly available at https://github.com/
IdanLev Yehudi/GraphSparseSampling under the MIT license. The repository documents the
software environment, the configurations and commands that run GSS and the DPW/VPW
baselines, and the packaged result data from which the paper figures are regenerated.
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» The answer [N/A] means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://neurips.cc/public/
guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not

be possible, so is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

¢ The instructions should contain the exact command and environment needed to run
to reproduce the results. See the NeurIPS code and data submission guidelines (https!
/Ineurips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

 Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: We explain the principal algorithmic choices in the main paper body, and write
the full algorithmic details in the Appendix.
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* The answer [N/A] means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

7. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: We report error bars for all experiments and define them as 4-2 standard-error
intervals in the figure and table captions.
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* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [ Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.
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* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

« It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

o If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.
Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]
Justification: The compute resources used for our experiments are detailed in the Appendix.
Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: Reviewed the NeurIPS Code of Ethics and confirm that our research conforms
to it.

Guidelines:
* The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.
o If the authors answer , they should explain the special circumstances that require a

deviation from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [N/A]
Justification: The work is theoretical and does not have direct societal impacts.
Guidelines:

* The answer [N/A] means that there is no societal impact of the work performed.
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o If the authors answer [N/A] or , they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

* If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?

Answer: [N/A]
Justification: The paper does not release any data or models.
Guidelines:

* The answer [N/A] means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

 Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justification: We cite all the original papers for the code packages and datasets we use, and
we respect the licenses of all of them. No new dataset asset is introduced.

Guidelines:
* The answer [N/A] means that the paper does not use existing assets.
* The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.
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* If assets are released, the license, copyright information, and terms of use in the package
should be provided. For popular datasets, paperswithcode.com/datasets| has curated
licenses for some datasets. Their licensing guide can help determine the license of a
dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

« If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.
New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [Yes]

Justification: We release our code and experimental data at https://github.com/
IdanLevYehudi/GraphSparseSampling under the MIT license, documented in the repository.

Guidelines:

* The answer [N/A] means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

* At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]

Justification: This research does not involve crowdsourcing nor research with human
subjects.

Guidelines:

* The answer [N/A]| means that the paper does not involve crowdsourcing nor research
with human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [N/A]
Justification: This paper does not involve research with human subjects.
Guidelines:

* The answer [N/A]| means that the paper does not involve crowdsourcing nor research
with human subjects.
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* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.

Answer: [N/A]

Justification: The paper’s method does not involve LLMs as any important, original, or
non-standard components.

Guidelines:

* The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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